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Named Entity Recognition

Presented by Tiziana Ligorio

Source

• Andrew Borthwick (1999): A Maximum Entropy 
approach to Named Entity Recognition. PhD 
dissertation.
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Named Entity Recognition (NER)

• Locate and classify atomic elements in text into 
predefined categories
• Proper names (people, organizations, locations)
• expressions of time
• quantities
• monetary values
• percentages

Evaluation

• Message Understanding Conference (MUC)

• Sets standards

• MUC-style output use SGML markings
• Jim bought 300 shares of Acme Corp. in 2006.
• <ENAMEX TYPE="PERSON"> Jim</ENAMEX>

bought <NUMEX 
TYPE="QUANTITY"> 300</NUMEX> shares of 
<ENAMEX TYPE="ORGANIZATION"> Acme 
Corp.</ENAMEX> in <TIMEX 
TYPE="DATE"> 2006</TIMEX>.
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Approaches

• Grammar-based techniques
• Hand-crafted
• Requires much human work and skills
• Not portable
• Higher accuracy

• Statistical models
• Requires large amounts of manually annotated 

training data
• Portable

General ambiguities

• Washington
• City or person?

• Mr. Jones lost 25 pounds
• Weight or British currency?
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General difficulties

• "Italy's business world was rocked by the 
announcement last Thursday that Mr. Verdi 
would leave his job as vice-president of Music 
Masters of Milan, Inc. to become operations 
director of Arthur Andersen".
• Capitalization useless for first word
• S not part of name "Italy"
• Date is "last Thursday" not "Thursday"
• Milan is location, not organization
• Arthur Andersen is organization, not person

Proteus

• NYU's hand-crafted grammar-based system

• Uses large number of context-sensitive rules

• Intuitive

• The ones that easily come to mind when 
trying to categorize NE

• Search the rules for matching precondition

• Most rules have many exceptions

• Resolve multiple matching rules
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Rules success and failure

• Title Capitalized_Word � Title Person_Name
• Correct: Mr. Jones
• Incorrect: Mrs. Field's Cookies (corporation)

• Month_name number_less_than_32 � Date
• Correct: February 28
• Incorrect: Long March 3 (a Chinese Rocket)

• From Date to Date � Date
• Correct: from August 3 to August 9
• Incorrect: I moved my trip from April to June (two 

separate dates)

Drawbacks

• Rely on human labor and expertise
• Manually adapted to new domains
• Re-written for different languages
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Automated approaches

• Address drawbacks of hand-coded system

• Automated training

• Human-annotated (with desired output 
standards) training data

• Annotation requires less effort and expertise 
than hand-coding rules

• Annotation accuracy
• Two annotators for checking, third annotator to 

resolve disputes

Decision Trees
• Language model used as NE tagger
• Fix the number of annotation categories (MUC standard)
• Reduce problem to assignment of 4n+1 tags to each 

token
• n categories (MUC-7 n=7) in 1999

extended since to handle wider range of domains
• 4 states: x_start, x_continue, x_end, x_unique

Andrew = name_start; A. = name_continume; 
Borthwick = name_end
<ENAMEX TYPE="NAME">Andrew A. 

Borthwick</ENAMEX> 
• "other" tag
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Decision tree elements

• 29 possible tags (4 x 7 + 1)

• Information about current tag from previous 
states in tree

• Questions
• Questions about history, answer determines future
• kth question determined by previous k-1 questions

How to use it
• Determine next word given history: P(k|k-1, k-2,…)

Keep all probabilities 
at leaf. Select the most 
probable globally consistent



8

How to build a decision tree
• Main idea: at each branch, ask yes-no question 

to (roughly) split future in half and generate a 
balanced tree

Female?
yes no

David?
yes no

finish Olga?
yes no

finish

Minhua?
yes no

finish

…

Decision tree for NE

• Sekine's Japanese NE tagger

• Compute probability distribution 
from training corpus

• Difficult to obtain for NE tagger
that includes the actual word

To ask at each node 

"is this word x?" for n words
would produce a fan-out 
of size n at each node
too much fragmentation

ISARERU

Current token = location?

Next token = person-suffix?

Next token = org-suffix?

Prev token = location?

yes

no

yes

no
other = 0.67
org_start = 0.33
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Hidden Markov models

• Identifinder system

• Build separate bigram language model for each 
name category
Predict next name category from previous word and its 

name category

• Viterbi search to find class tag assignment to 
corpus with highest probability

Bigram equations

NC = name class of current word
NC-x = name class of word x words back
c(W) = count of number of times event W 
appears in corpus
w = a word
f = a feature (e.g., capitalized)

can be complex, also hand-crafted

P(NC|NC-1,w-1) = c(NC,NC-1,w-1)/c(NC-1,w-1)
P(<w,f>|<w,f>-1,NC) = c(<w,f>, <w,f>-1, NC)/c(<w,f>-1,NC)
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Example
• Determine tag for Andersen of the Arthur Andersen 

corporation
• Given appropriate training corpus 

P(<andersen,capitalized>| <arthur, capitalized>-1, 
organization) > P(<andersen,capitalized>| <arthur, 
capitalized>-1, person)

• Viterbi search 
would choose 
organization

P(Organization|Organization-1,arthur-1)

<andersen,capitalized>

Shortcoming of HMM for NER

• Use increasingly less specific models when a 
given combination of words has never been 
encountered

• P(<w,f>|NC)

• P(w|NC) ×P(f|NC)

• 1/|V| ×(1/ |f|)

• Too many features increase frequency of this 
type of situation
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Maximum Entropy Named Entity 
(MENE)

• Uses maximum entropy approach to NE

• Actually, different entropy-based recognizers 
with different feature pools and different training 
corpus

Entropy Intuition
• Amount of uncertainty about random event given 

probability distribution 
average information associates with a random event

Maximal uncertainty on 
color of randomly drawn ball

less uncertainty
about the result

No uncertainty

Color of every new drawn ball provides more information 
in the first case because there is more uncertainty. 
With no uncertainty, information content of random event = 0
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Maximum Entropy Modeling(1)

• Statistical modeling technique

• Estimate probability distributions based on 
partial knowledge

• Principle of Maximum Entropy = correct 
probability distribution maximizes entropy 
(uncertainty) based on what is known

Maximum Entropy Modeling(2)

• Based on concepts of 
• future = possible output of the model (tag t)
• history = words in tokenized training corpus 

(token k)
• features = use history to assign probability 

distribution to future using some features (f)
• MENE uses quite complex features of different 

types collected from different sources
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Build ME model

• Recall: 29 possible tags
• Let 

• t : the tag we want to assign
• k : word in tokenized corpus
• Feature: f(k,t) = {1 if current-token-capitalized(k) = 

true and t = location_start ; 0 otherwise}
• Intuitively: if current token in corpus is capitalized, 

very likely for it to be the start-tag of a location name.
• How to assign probability distribution to these intuitive 

features?

Initialize features

• C = tokenized training corpus

• Activation count = count how often fi(k,t) fires in 
C (#fi) for all features fi and all <k,t> pairs in C

• Eliminate features whose activation count less 
than m (usually m = 3)

• Assign each feature fi initial probability 

Ki = #fi/|C|
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Maximum Entropy Estimation

• Every feature fi is associated with a weight wi

• P(t|k) is product of weights for all features active 
on <k,t> pair, normalized over the sum of 
product of the weights for all the features of all 
tags

• Must build ME model with appropriate wis
computed by training on corpus

P iwi
fi(k,t)P(t|k) = / � t P iwi

fi(k,t)

Generalized Interactive Scaling

• Algorithm to build ME model
• At each iteration j

• Compute expectations of all feature functions fi given 
current probabilities

Ke
i = � k P(k) ×� t Pj(t|k) ×fi(k,t)

• Compare desired values Ki to computed expectations 
Ke

i and update feature weight accordingly
wi

j+1 = wi
j ×Ki/ Ke

i
• Define next probability estimate based on newly 

computed weights
Pj+1(t|k) = P i wi

j+1 fi(k,t) / � f P i wi
j+1 fi(k,t)

• Loop until convergence or near-convergence
• Improved Iterative Scaling = optimized version
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NE Tagging
• Given a new text article

• Tokenize
• For each token k, check each fi to see if there is tag t 

such that f(k,t) holds
• Compute P(t|k) obtaining conditional probability for 

each possible 29 tags for each token in article
• Use Viterbi search to find highest probability path 

through lattice of conditional probabilities producing 
tags

• Need Viterbi because lattice not complete since some 
assignments are incompatible (e.g., person_start, 
location_end) so cannot simply select highest 
probability for each token

Viterbi search
Recall: dynamic programming algorithm
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Just a few notes

• Recall that the HMM approach based on bigram
language model. MENE can incorporate 
information about previous tokens within the 
features
e.g., f(York, location_end) = {1 if token-1 = "New"; 0 

otherwise)

• While in the HMM features could not overlap, 
MENE allows all features to fire in overlapping 
cases and computes weighted probability

Reference Resolution

• Finding words that co-refer to the same entity

• E.g., Andrew Borthwick easy to tag because 
involves a common first name. Borthwick alone 
is a rare word but should also be tagged as 
person.

• Introduce reference resolution features = 
recognize name as alias of another if tokens are 
ordered subset of the already-recognized name
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External System

• MENE upgraded to combined system
Output of handcrafted grammar-based system was input 
as additional external tokenized corpus (history) 
• MENE + Proteus
• MENE + Mantioba
• MENE + IsoQuest

• MENE has features that predict different tags 
than those predicted by the other systems. 
MENE is able to correctly tag tokens erroneously 
tagged by the other systems

System evaluation(1)

• Correct = response equals key
• Incorrect = response not equal to key
• Missing = key tagged, response untagged
• Spurious = response untagged, key tagged

REC (recall) = correct / (correct + incorrect + missing)
PRE (precision) = correct / (correct + incorrect + spurious)

F(F-measure) = (2 ×PRE ×REC) / (PRE + REC)
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System evaluation(2)

• Dry run = 25 articles distributed for testing with 
announced subject matter

• Formal run = same format as dry run on 100 
articles with unannounced shift in subject matter

System comparison
Training corpus = 270,000 words, 321,000 tokes
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ME v.s. HMM


